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I.  Introduction & Goals of Research
A.  This research attempts to address several shortcomings in the current state of Technical Analysis (TA) of financial securities prices, namely:

1. The TA sub discipline of “Charting” in particular is based on subjective methods of pattern recognition, often causing different observers to classify the same set of price movements on a chart as different patterns, possible with conflicting predictive meanings.  

2. Even in cases where patterns are identified using an objective rigorous method, it is often difficult to find any statistical evidence in the literature for the claimed predictive power of the signals based on these patterns. 
3. Because of the lack of a generally accepted classification system of patterns, price events and conditions are often studied in isolation from each other instead of in combinations which may have more predictive power.
4.  Current signals generally predict only direction, continuation or reversal. However they do not directly address the decisions required in every trade; entry point, stop-loss exit point, and target exit point
B.  There are three goals which I have identified for this research.

1.  Determine if and how patternsets can be used to predict the best trading setup for the next price bar on a financial securities chart.








2.  Determine if and how patternsets can predict the behavior of price over periods greater than one price bar 



3.  Determine if and how patternsets can select the correct market phase of the current price bar in relation to the overall market cycle.  







II. Determine if and how patternsets can be used to predict the best trading setup for the next price bar on a financial securities chart.

A.  A Bar chart is a graphical representation of the values of the price and volume of a financial security as those values change over time.  
1.  Basic data on a bar chart consists of the open, high, low, close and volume for each bar on the chart.  A bar chart with this information is functionally equivalent to a candlestick chart, so we do not need to consider those types of charts as a separate subject.  
2.  A technical indicator is a function of the basic data variables.

3.  Chart data consists of both basic data and technical indicator data.
B.  A price pattern is a specific combination of price conditions and/or price events that exist over a definite number of price bars.  Price patterns can each be assigned a nominal value based on a coding system using a base-N numbering system where N is the number of possible outcomes to any given measurement of a price event or condition.  The specific coding method I normally use is binary (base-2).  The pattern code can then be converted to decimal notation for identification purposes.    

1.  A price condition is a specific quantitative state of the chart data which began at a specific time in the past, and either ended at a specific time in the past or is currently still the case.  Examples would be “the 50 day MA is greater than the 200 day MA”, “the low of the price bars is above the lower Bollinger Band line”, or “the RSI is between 30 and 50.” 
2.  A price event is a change in a specific piece of chart data or any price condition from one bar to the next.  A price event does not have a beginning and an end like a price condition does, but it may delineate the beginning or end of such a price condition.  Examples would be “volume increases by 50% or more from the previous bar”, “the high declines by 5% or more from the previous bar”, “the 20 day MA crosses above the 50 day MA”, or “the MACD signal line crosses below 0”.  The last two are examples that delineate the start or end of specific price conditions, such as the beginning of the price condition where “the 20 day MA is above the 50 day MA”, or the end of the price condition where “the MACD signal line is greater or equal to 0”.

3.  Examples of Patterns

a. The closing price went up twice, dropped once, and then rose once over the course of 5 bars.  This example of a pattern involves only price events.
b. The RSI is greater than 50 and the volume is below its 10 day moving average.  This example of a pattern involves only price conditions.

c. The 20 day MA crosses below the 50 day MA while the RSI is above 50 and the MACD line is above its signal line.  This is an example of a pattern which involves a price event combined with two price conditions.
4.  As discussed below, I assume trade entry at the opening price of the next bar. Thus, the location of that opening price in relation to the previously completed bar is the last piece of data that could possibly go into a pattern description .  Once the open occurs, a trader will know which pattern has just been completed, and can decide whether to open a position at a price close to the open.  I commonly use four possibilities (2 binary bits) for this location; below the low, between the low and close, between the close and high, or above the high.  

5.  A member bar of any pattern is any bar whose opening price completes that pattern, or if the opening price location is not a part of the pattern definition, then it is any bar which occurs immediately after the last bar in the pattern.  In logical terms, a member bar is one which fulfills the conditional in the statement “If pattern X occurs then use setup Y”.  A member bar of pattern X is that final price bar that “makes” pattern X occur.  
C.  A patternset is a collectively exhaustive and mutually exclusive set of price patterns.  These can be generated through the use of methods similar to classification trees or categorical breakdowns.  Each price pattern in the set is coded with a numbering system to the base of the number of choices (splits) in each classification.  For example, if the price pattern classification system consists of a series of 4 choices between two possibilities each, then each price pattern can be coded with a 4-digit binary number, and the patternset would consist of a total of 16 distinct price patterns.   Patternsets themselves can be assigned nominal values for identification purposes, and can also be assigned a score based on statistical testing of the effectiveness of how well the patterns contained in the set predict the best trading setup to use when the pattern appears. 

D.  A trading setup is a set of parameters which determine the direction, entry price, stop loss exit price and target exit price for a future trade.  For example, a trading setup might specify a short position to be entered at the next opening price with a stop loss at 2% above the entry and a target price at 4% below the entry.  In practice, target prices are set using limit orders.  
1.  I assume that entry is at the opening price of the next bar.  The use of the next bar’s opening price is more realistic than using the current bar’s closing price as supported by research done on 9/11/2005.  One of the conclusions of that research was, “Secondly, the “error” between one day’s closing price and the next day’s opening price is a significant fraction (14% median) of the 2 day price range.”  
2.  I  use the method of “percent of local range” (%LR) to denote the stop and limit locations for trading setups.  This method and the reasons for its use are based on research done from 9/14/05 to 9/18/05 as well as earlier research documented in handwritten notes.  The mean of the percentage rise or fall from the opening price declines over the entire time period of the dataset.  This creates a situation where the  magnitude of the intraday extremes expressed as a percentage of price are quite different in different time periods within the dataset.  This renders that measure of intraday price movement useless for statistical analysis.  I found however that intraday price movements expressed as a percentage of very recent price ranges was relatively invariant over the dataset period.  The %LR method divides the intraday price movements (H-open) and (L-open) by the total price range over the previous five bars (Hmax – Lmin)5.  

Example: A trading setup calls for a limit price at +40%LR for a stock which has been as high as 42 and as low as 37 over the past 5 days.  The stock opens at 39.  40% x (42 – 37) = 2, so set the limit at 39 + 2 = 41.  
E.  Determining the actual percentage return from a trading setup for a given price bar is done by checking to see whether the price hits the stop only, the limit only, both or neither.  The convention that I adopted for determining this is if the high is >= than the upper price (limit for long trades, stop for short trades) then the order is considered to be triggered.  Similarly, if the low is <= than the lower price (stop for long trades and limit for short trades) then that price is considered to be triggered.  This is based on how some trading markets actually work.  

The return calculation for each of the four possibilities are given below.  It can be argued that actual returns will not conform to the model, however these calculations are not meant to be predictions of actual returns.  They are a means of comparing the predictive value of different patterns in choosing the correct trading setups.  As long as the method used to calculate returns is reasonable and applied consistently to all patterns, the accuracy of the actual returns calculated does not matter.  Any error will be consistent among all tests.
1.  If the price hits the limit but not the stop, the return is 

|limit – open|/open.


2.  If the price hits the stop but not the limit, the return is


-1 x |stop – open|/open.

3.  If the price hits neither the stop nor the limit, then I assume that the trader exits the trade at the close of the day.  The return in this case is 

(close – open)/open

4.  If the price hits both the stop and the limit, there is no way to know from the given data which was hit first during the period of the price bar. The return in this case is equal to zero.  I base this on the following analytical argument to conclude that, in the aggregate, all instances of this scenario will cancel out to zero.
If we assume that the probability of hitting one of the values first is inversely proportional to the distance of the open from that value, we can calculate an expected return.  Let L equal the distance from the open to the limit, and let S equal the distance from the open to the stop.  The sum L+S represents the total distance between the limit and the stop, and the open is at some point between them.  The lower S is, the higher L is, and the higher the probability that the stop will be hit first.  We can thus model the probability that the stop will be hit as P(s) = L/(S+L) and similarly that P(l) = S/(S+L).  The sum of these two probabilities will always be 1 as expected.  The reward gained when the limit is hit first is equal to L, and the loss incurred when the stop is hit first is equal to S.  So the expected return is:

LS/(S+L) – SL/(S+L) = 0.   


QED

F.  Scoring an individual pattern is done with the “Patternset Scoring Engine” which is a Microsoft Excel spreadsheet that is set up to determine the scores of patterns and patternsets.  The dataset is partitioned into 3 sections, A, B, and C, each with an equal number of price bars.  The pattern in question is then repeatedly trained with one section of the data, and tested in another as shown.
Train with A, test with B

Train with A, test with C

Train with B, test with A

Train with B, test with C

Train with C, test with A

Train with C, test with B

The purpose of this cross-validation or “out of sample testing” is to avoid type-I errors (false positives) caused by overfitting.

1.  The training process consists of finding the trading setup that would have produced maximum returns if used with the member bars in the training data. The concept behind this is to gain as much return as possible from hitting limits, while never hitting a stop.  So the limit must be set high enough that it will produce good returns when hit, but not so high that it gets hit too rarely.  There is a maxim return level which is a function of the limit.  The correct limit value can be found by setting up an incremental table of limit values and multiplying each one by the number of times it would have been hit (by the member bar price movements only) to get a total return for that limit level.  Once the best level for the limit is found, the stop is just set to a point where it never would have gotten hit. This is how a pattern is used to choose a trading setup.  
2.  The testing process uses a fresh, out-of-sample set of testing data as described above, and begins by calculating the “Pattern Return”, Rp/Np. This is the average return per trade which would have been realized by applying the pattern’s chosen trading setup to the pattern’s  member bars only.   Rp refers to the total return from the member bars when the setup is used with those bars, and Np refers to the total number of member bars.  Recall that “member bars” are simply those bars which fit the pattern. 

This “Pattern Return” must then be compared to the “Control Return”, R0/N0.  This is the average return per trade which would have been realized by using the entire testing dataset to choose a “generic”  trading setup, and then applying that setup to every bar in the testing dataset.  In other words, this is how a trader would proceed without the use of the pattern as a guide. R0 refers to the total return from all the bars when this “generic approach” is used, and N0 refers to the total number of bars in the testing set. 
The difference between the Pattern Return and the Control Return, is the per-trade Return Lift for that test. (Rp/Np – R0/N0) = RL.  This is the additional return that would have been realized per trade if the trader had used the pattern approach as opposed to the generic approach (for this single test).     
3.  There will be a total of six such cross-validation tests as described above, so six return lift (RL) values are generated.  I score the pattern by taking the mean of all six RL values and subtracting the standard deviation of the values.  This is a measure of how much of the distribution curve is in positive territory, which corresponds to the probability of a positive return lift gained from using the pattern as opposed the generic approach.  
G.  The score of  an entire patternset is simply the median pattern score.  This is found by listing the patterns in order of score, along with the number of times each pattern occurs.  When the cumulative total of these occurrences reaches the midpoint of the total number of price bars in the data, the score value at which this occurs is the median score.  This is the score for the entire patternset.

For example, if there are four patterns with the following frequencies and scores:
Pattern

Frequency
Score
0

150

12

1

50

2



2

125

14



3

175

8


We would sort the list by pattern score as shown and count.  

Pattern

Frequency
Score

Total Count

1

50

2

50 (<250.5 so keep going)

3

175

8

225 (<250.5 so keep going)
0

150

12

375 (>=250.5 so stop counting)

2

125

14
There were 500 total price bars in the dataset, so the median is 250.5, and we don’t get up to this value until we reach pattern 0 with a score of 12.  So the score of this patternset is 12.  The interpretation of this is that if we are using this patternset as an indicator for a security, each new price bar that occurs creates a new current pattern, and there is a 50% probability that the score of that pattern is at least equal to 12.  Since this is a measure of how effective the typical pattern will be each day, it is also a measure of the total effectiveness of the patternset.  
H.  The methods described herein serve to accomplish the goal of this section.
III. Determine if and how patternsets can predict the behavior of price over periods greater than one price bar 
IV. Determine if and how patternsets can select the correct market phase of the current price bar in relation to the overall market cycle.  
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