CAT-3:  Upgrade of CAT-2 for use with daily bars
1/7/07:  Due to the unreliability of a key data source for intraday prices, I will be using only daily data for the foreseeable future.  Therefore, I have to adapt the Conditional Analysis Testing (CAT) system to daily bars.  In order to do that I have to deal with two main problem that I had before in trying to use CAT2 with daily bars.  

The first was that a given condition might last for dozens of bars at a time, causing the information generated from the tool to be untimely.  For instance CAT2 might say that the price of NZD/USD has been most sensitive to MACD crossovers of the zero line, and that a positive crossover typically was followed by a rise of 48 pips and rarely was there a decline of more than 37 pips during the periods that MACD was above zero.  Unfortunately, the last crossover might have been a week and a half ago, and the price may have risen by 50 pips since then, leading a trader to wonder if it would be worth entering a position at this point.  The other alternative would be to wait for the MACD to cross below zero and go with those stats, but who knows when that’s going to happen?  It might be weeks from now.   

The second problem was the fact that on a daily bar time scale, fundamental factors such as economic reports and other financial news would often trump the indications given by CAT2.  At the daily bar time frame and above, my observations have been that fundamental factors move the price primarily, with technical factors being secondary at best.  

There isn’t a whole lot I can do about the second problem except to use the tool with the caveat that fundamental factors may move the market in an adverse way to the indications of the statistics shown.  Having other FA based tools and using this one in conjunction with those as either confirmation or as a “tie-breaker” in the absence of any compelling fundamental pressures is the best course.  
The main part of this study will deal with the first problem.  I’m going to borrow the concept of “natural trend parameters” from the last project on the characteristics of trends and apply it to the problem of finding more appropriate settings for the common TA indicators that I’ll be using in this new version of the CAT system.  In order to find a “reasonable” maximum length of time that it should take to identify a trend on a chart, we proceed as follows:

The total range in pips (R) of a chart divided by its total length in bars (L) is an achievable and therefore reasonable minimum slope for a trend since the overall chart manages to achieve at least that slope at some point.  If we then take the average bar height in pips (A) of the chart as our reasonable value for the minimum change achievable in a trend, we find the maximum length of time in bars (d) it should take for a change of “A” to be achieved as d = A/(R/L) = AL/R.  Another way to say this is that if the entire chart is able to achieve a price movement of R pips in L bars or less, then any self-respecting trend on that chart should be able to achieve a change of A pips in d bars or less.  

Anyway, I’m going to check the d values of 18 different currency pairs (I’ve expanded my dataset) and see what’s normal for the d value.   Since this value can be thought of as the maximum amount of time that it takes for a trend to be identified, it will serve as my guide for setting indicator parameters.  Although if there’s very little difference between the d values and the parameters that traders most commonly use, then I’ll use the common settings.  This study is just to see if I’m way off base or not.  

If it turns out that the common settings are preferable, then I will still be faced with the “timeliness” problem that I outlined on the last page.  Another approach that I’ll be taking to address that issue involves the way the data is presented in the tool.  Before, with CAT2, I had the spreadsheet set up to identify the best pair/indicator combinations and present those only.  The reason for that was because with intraday data, most of the combinations were useless because they couldn’t overcome spreads.  With daily data that won’t be a problem though, and I can present behavior statistics from every indicator.  So in the case that I discussed where MACD might be the best historical indicator but we weren’t anywhere close to a MACD signal on the charts, a trader might instead find that RSI, while not the best indicator, has just had a signal.  The trader could opt to use the timely but not as powerful statistics on RSI as opposed to the more powerful but untimely information from the MACD.  
In addition to checking to see if I need to change the indicator settings, providing a full set of indicator statistics for each pair and expanding the number of currency pairs to 18 (even after discarding EUR/SEK which is too whacky), I will also be upgrading and simplifying the list of indicators based on my experience with CAT2 over the past couple of months.  The changes are on the next page.  

1.  First of all, crossovers of the SMA(20) by the close almost always yield the same statistics as crossovers of SMA(20) by SMA(5), so I’ll just keep the two moving averages.  

2.  Crossovers of the SMA(5) by the close hardly ever yielded good results so I will eliminate it. 

3.  Normally I divide indicator readings into two opposite, symmetrical and collectively exhaustive conditions such as RSI(14) > 50 and RSI(14) <= 50.  In the case of RSI and Williams %R, as an experiment, I am going to eliminate the collectively exhaustive criteria.  These indicators are supposed to be most meaningful at the extremes, so dividing them up at the 50% line isn’t sensible.  However, setting up the two conditions as something like RSI(14)>70 and RSI(14)<=70 violates the symmetrical condition.  I’ve tried that and it doesn’t seem to work because there are so many more data points that conform to one condition as opposed to the other.  So what I’m going to do is to set the conditions like this:  RSI(14)>65 and RSI(14)<35 ; %R(20) >75% and %R(20) <25%.  This leaves gaps in the middle part of the readings, but gives us opposite and symmetrical conditions at the extremes for these two indicators.  I’ll do some testing in this project to determine what appropriate cutoffs should be, but my experience is that RSI tends to hang more toward the centerline than %R does.  
4.  MACD direction and histogram direction never seemed to perform as well as the other two MACD indicators, so I’m just going to stay with MACD crossovers of the zero line and of its own signal bar.  
5.  Crossovers of RSI and %R with other settings of RSI and %R rarely yielded results and traders don’t tend to use these indicators that way, so I’m going to get rid of those too.  I will also be using only one setting each of RSI and %R. 

So I’m going to be basically left with five indicators; one SMA to SMA crossover, RSI, %R, MACD vs. zero and MACD vs. its own signal line.  I’m thinking that in addition to eliminating a lot of information overload and confusion, it will make the presentation of all the indicators for each pair much more easily done.  

So I’ve mentioned two things I need to check to complete this project; getting the d values for my 18 currency pairs and checking to see the frequency with which RSI and %R reach different extreme levels so that I can set appropriate parameters for this new and improved CAT3 system.   The A, R, L, and d values for all 18 pairs are shown on the next page:  
	Pair
	L
	R
	A
	d

	AUD/JPY
	299
	1291
	69
	16

	AUD/NZD
	299
	1706
	94
	16

	AUD/USD
	299
	965
	59
	18

	CAD/JPY
	299
	925
	88
	28

	CHF/JPY
	299
	1041
	63
	18

	EUR/AUD
	299
	1390
	110
	24

	EUR/CAD
	299
	2010
	105
	16

	EUR/CHF
	299
	762
	43
	17

	EUR/GBP
	299
	352
	29
	25

	EUR/JPY
	299
	2095
	88
	13

	EUR/USD
	299
	1591
	85
	16

	GBP/CHF
	299
	1654
	109
	20

	GBP/JPY
	299
	3427
	136
	12

	GBP/USD
	299
	2720
	127
	14

	NZD/USD
	299
	1169
	66
	17

	USD/CAD
	299
	869
	77
	26

	USD/CHF
	299
	1357
	99
	22

	USD/JPY
	299
	1091
	89
	24

	 

	Mean
	1468
	85
	19

	Std. Dev.
	740
	28
	5

	COV
	50%
	32%
	25%


I included the mean, standard deviation and coefficient of variance.  It’s interesting that the COV is lowest for the d value, even though that value is a function of two others with a higher COV (the L value is a constant here because all the charts have a length of 299 bars).   This indicates a correlation between the average bar heights and the total ranges of the charts which makes sense.   
I checked the correlation and it’s 84%.  Here’s a scatter plot:
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Anyway, that’s something for a more abstract study of price behavior.  The upshot of all this is just that all d values from 14 to 24 are within one standard deviation from the mean of 19.   This is the maximum number of bars which is reasonably required to identify a trend as I defined one in the last project.  

So let’s see...  what I’m saying is that I can look at about 20 bars on a typical chart and if those bars are part of a trend then I should be able to identify the fact that it’s a trend.  Right?  Right.  OK.  And in many cases I would not even need to see 20 bars.  I could spot most trends on a typical chart even if I could only look at somewhat less than 20 bars because that’s the maximum that I should need.  Ok, well if I’m able to identify a trend in 20 bars or less, then any TA indicator worth its salt ought to be able to do the same.  By that line of argument, I conclude that the settings for indicators should be no more than 20 bars under any circumstances and in most cases should be somewhat less.  

Based on this line of thought, I’m going to choose the following settings for my indicators in CAT3:

1.  SMA(5) crossovers of SMA(10):  I use the 5-bar average because it hugs the price bars, and I’m going to switch from the SMA(20) that I had been using in CAT2 down to the SMA(10) based on the above considerations.  This makes real world sense to me too because when I look at the SMA 5/10 crossover on a chart, it tends to follow the individual trends more closely.  The SMA 5/20 lags too much.  This will help in the “timeliness problem” because there will tend to more crossovers in a given period of time as well.
2.  I’m keeping RSI(14) because 14 is at the lower end of the one standard deviation range and it is a common default value for RSI.  

3.  I’m dropping from %R(20) to %R(10) for the reasons I mentioned above for SMA. 

4.  I’ll keep both MACD settings the same at MACD(12,26,9) since this is by far the most common default setting.  The EMA(26) used in this indicator is slightly outside the one standard deviation range I came up with above, but the common use of these settings is much more important.  After all, the purpose of the CAT system is to see which commonly used TA indicators are working well.  The use of all kinds of weird settings would defeat the purpose.  

Now I have to turn my attention back to the RSI and %R.  As far as the settings for the OS/OB conditions on those, I don’t think I actually need to do any testing now.  Since I’ve changed to %R(10), I know that that indicator will move fairly often between 0% and 100% so I have no qualms about setting the OB/OS levels to 80% and 20%.  The RSI(14) hugs the centerline a bit more, so a division of its range into approximate thirds is appropriate.  This means setting the OB/OS levels at 65 and 35.  

The main reason that I don’t need to do testing to determine appropriate OB/OS levels though is that I am changing (once again) the design for the use of these indicators.  
I’ve already mentioned that the reason that I don’t divide the conditions up into “overbought vs. not overbought” (RSI(14) > 65 or RSI(14)<=65 for example) is that this violates the symmetry condition and puts most of the data under one condition or the other.  That was actually only one of the reasons for not doing it this way during the original CAT design though.  
Another main reason was that traders don’t really use the indicator to tell them what the price is doing while the indicator is in an OB or OS condition.  What they really want to know is what will happen as a result of that OB/OS condition.  Many traders will not go short on a pair just because the RSI moves up above 70 for instance.  They realize that an uptrend could be developing and the RSI could stay in that OB condition for a long time.  Therefore, they will generally wait for the indicator to move back out of an OB/OS condition before deciding to take a position.  This puts them on the right side of the price movement while taking advantage of the good entry provided by the OB/OS condition.  
Also, in most cases the indicator will not stay in the OB/OS condition for many bars.  It will enter the extreme area and then exit it and stay in the middle range for longer periods of time.  

So in designing my two opposite conditions for RSI and %R, I really should be looking at the indicator when it is in this mid range, but I should also take into account whether it was OB or OS when it came back into this mid range.  So my two opposite conditions will be:

1.  Indicator is in the middle area after exiting the overbought area

2.  Indicator is in the middle area after exiting the oversold area

I will just have to set up CAT3 to keep track of which extreme condition the indicator was in last.  

So that completes these notes on the design of CAT3 which I will use with daily bars.  There is a summary of the planned upgrades on the next page.

Planned upgrade of CAT2 to CAT3:
1.  Eliminate EUR/SEK and add 9 new pairs to bring the total to 18

2.  Cut the number of indicators down to five

3.  Show the stats from every indicator; not just the best ones

4.  Change the settings of the SMA and %R to more closely track individual trends

5.  Change the tested conditions of RSI and %R to more closely mirror how traders use those OB/OS indicators
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