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SUMMARY
This project uses the previous one as a springboard.  During that project I began using Excel’s powerful multiple regression analysis (MRA) capability to model price movements from bar to bar.  In this one, I originally wanted to use the actual price action in relation to the projected price action as a signal to predict the NEXT relationship between actual and projected price action.  Near the end of the project I realized that I could simplify this approach by just looking at how each price bar behaved in relation to my MRA projection for that bar.  Doing this gave me an immediate insight into how I could improve my scalping activities with GBP/JPY.  
Scalping with Multiple Regression
-------------------------------------------------------------------------------------------------------

INTRODUCTION

------------------------------------------------------------------------------------------------------

7/25/07 – 0400GMT:

In the last project I used multiple regression analysis (MRA) to create a projection for the next price bar based on four variables derived from the previous two completed price bars.  I have been using that technique with hourly bars of GBP/JPY in an attempt to consistently scalp a few pips from each bar.  However this has not yet been successful.  

One of the problems is that when I try to enter near the projected high or low, I am often entering against the current direction of price movement only to see the price move past the projected boundary and stop me out.  Realizing that the projected high and low are not going to be exact, it occurred to me to view these violations of the projected price boundaries not as annoyances, but as signals.  This is the thrust of the current project.  

If, for example, the actual price moves down past my projected low for that bar, what might that mean for the next bar?  Is it likely that it too will violate its projected low?  Is it less likely that it will violate its projected high?  If so, then that gives me more detailed guidance on the direction of the trade and the placement of the stop and target during the next bar.  
Using a dataset of 10,000 hourly bars, I will first check to see if the model for the first 5,000 bars is similar to the model of the second half.  Then I will apply the model to the first half to create projections for each bar in order to compare the actual price movements with the projected ones.  This will provide the signals.  Then I’ll look for significant relationships between the signals and the price movement of the next bar relative to its projection.  Finally, I will check to see if these relationships hold for the other half of the data.  
--------------------------------------------------------------------------------------------------

DATASET

--------------------------------------------------------------------------------------------------
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I’ll be using hourly bar data for GBP/JPY from 6/4/2006 at 2100GMT to 7/25/2007 at 0300GMT as available from Dukascopy.com.  I eliminated the zero-volume bars to leave only bars that occurred during market hours.  This leaves 7153 bars.  For purposes of checking results, I am breaking the data into two blocks of 3577 bars and 3576 bars.  The last bar of the first block began on 12/27/2006 at 1700GMT.   Thus, there is a significant downturn in the second block of data that isn’t in the first, but aside from that both segments are dominated by consistent uptrends.  
---------------------------------------------------------------------------------------------------------

MODELING

---------------------------------------------------------------------------------------------------------

The four independent variables for the multiple regression analysis are the same ones I found to be the most useful in the prior project.  They are based on two price bars, 1 & 2, with the variables N, H, L, and C representing the open, high low and close respectively.

%C1 = (C​1 – L1) / (H1 – L1)

%H2 = (H​2 – L1) / (H1 – L1)

%L2 = (L​2 – L1) / (H1 – L1)

%C2 = (C​2 – L2) / (H2 – L2)

The first is the location of the first bar’s closing price on the first bar expressed as a percentage of that bar’s range from low to high.  The second two are the high and low of the second bar based on the same scale.  The last is the location of the second bar’s close in relation to the second bar’s range.  Together, these four variables completely describe the layout of two price bars and their closing prices.  

The dependent variables will be the locations of the open, high, low and close of the next price bar as a percentage of the total range of our two know price bars.  This is a slight departure from the convention that I used in the last project, but I have found a slightly lower coefficient of variance in the results using this method.  We will call these N*, H*, L* and C*.  I’ll model each as a linear function of the four independent variables.  

These however, will not actually form our projection because of our assumption that the open of one bar is equal to the close of the previous bar in most cases.  So we adjust the projection for the difference between the actual close of our known second bar, C2 , and the projected open of the next bar N*.  This will set our projected open equal to the actual close of the last bar, and shift the other projected values up or down accordingly.  So for example if our bar #2 closes at 240.35 and our model projects an opening price of the next bar of 240. 42, we would just subtract 0.07 (7 pips) from all the projected open, high, low and close of the next bar in order to bring the projected open in line with the last actual close.    

For now though, I just want to check to see if we get approximately the same model for both halves of our data.   Running the MRA in Excel for each independent variable we get:
	Model Coefficients - Segment #1

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	0.00
	0.20
	0.01
	0.14
	0.78

	H*
	0.53
	0.14
	0.01
	0.18
	0.59

	L*
	-0.32
	0.16
	0.00
	0.19
	0.63

	C*
	0.18
	0.16
	-0.01
	0.20
	0.55


	Model Coefficients - Segment #2

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.06
	0.28
	0.02
	0.03
	0.80

	H*
	0.49
	0.28
	0.03
	0.04
	0.53

	L*
	-0.44
	0.26
	0.03
	0.04
	0.66

	C*
	0.08
	0.31
	0.03
	0.04
	0.51


This is an interesting look at how price behaves differently during different periods.  The intercepts are all in the same ballpark, and the effects of the H2 and C2 variables are approximately the same in both periods.  However, in the first period, the location of the second bar’s low in relation to the first bar (L2) has a much more pronounced effect than in the second period.  In the second period though we see the location of the closing price on the first bar having more of an effect than it did previously.  It’s almost as if there was a large trader in the market during 2006 who used a trend following system based on whether or not the lows were rising.  

In any case, this noticeable change in behavior over a period of 5,000 hours indicates that this is too low a resolution for the modeling.  I’ll try a couple of pairs of 1,000 hour consecutive periods and see if our models come out any closer.  

I’ll use the first two 1,000 hour periods in each of the two original blocks of the data, designating them 1a, 1b, 2a, and 2b.  

Here are the two consecutive segments from the Summer of 2006:

	Model - Segment #1a

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.07
	0.13
	0.14
	0.11
	0.73

	H*
	0.45
	0.07
	0.13
	0.17
	0.56

	L*
	-0.36
	0.05
	0.12
	0.21
	0.58

	C*
	0.13
	0.06
	0.12
	0.22
	0.47

	
	
	
	
	
	

	
	
	
	
	
	

	Model - Segment #1b

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.06
	0.15
	0.11
	0.11
	0.75

	H*
	0.45
	0.09
	0.09
	0.14
	0.63

	L*
	-0.39
	0.12
	0.08
	0.13
	0.64

	C*
	0.10
	0.12
	0.08
	0.13
	0.56


And here are the two consecutive 1000 hour periods from early in 2007:

	Model - Segment #2a

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.02
	0.26
	0.02
	0.06
	0.76

	H*
	0.44
	0.28
	0.00
	0.09
	0.67

	L*
	-0.46
	0.22
	0.03
	0.04
	0.81

	C*
	0.03
	0.20
	0.01
	0.07
	0.78

	
	
	
	
	
	

	
	
	
	
	
	

	Model - Segment #2b

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.06
	0.30
	0.02
	0.01
	0.79

	H*
	0.67
	0.33
	0.04
	0.04
	0.21

	L*
	-0.36
	0.32
	0.03
	0.03
	0.40

	C*
	0.22
	0.47
	0.04
	0.04
	0.03


This doesn’t help much.  Now the two consecutive segments are showing high variability with each other as well as with the more distant segments.  I think this is a problem of using too high a resolution and getting a “grainy” view of the situation.  I’m losing information by looking at too small a segment size.  At least with the two 5,000 bar segments, I could immediately see what was similar and what was different in the behavior of the two periods.  That being the case, I’m going to go ahead with my original plan of looking for significant signals in the first 5,000 bar segment and seeing if those signals still work in the second set of 5,000 bars.  
-------------------------------------------------------------------------------------------------
RESEARCH PLAN MODIFICATION

-------------------------------------------------------------------------------------------------

0900GMT

In order to be more realistic with the testing I’m going to try to use the data in approximately the same way that I would in practice.  Normally I re-run the MRA every week to update the coefficients, so I drop 120 hours off of the dataset while adding the most recent 120 hours on.  This doesn’t change the model much from week to week, but as we’ve seen, over time the model can become noticeably different.  
Based on what we’ve seen with the model variation so far, I think one of the problems with the scalping method I’ve been using is that I’ve been using a model based on the past 10,000 bars.  We’ve seen here that this is not going to be representative of the most recent price behavior though.  Dukascopy provides data in blocks of 2,000 and 5,000 bars as well though, and I’m going to do this test assuming a model based on 2,000 bars.  

I can’t redo the model every 120 bars like I would in actual practice though because that would make this project prohibitively time consuming.  So for my purposes here, with the data that I have, I’m going to assume that I create a model based on the first 2000 bars in my data.  Then I will use that model without modification to create price projections for the next 1,577 bars.  It is during this period that I will attempt to find significant signals based on how the price actually performs in relation to each projection. 

Then I’ll do the same thing for the second block of data.  I’ll create a new model using the next 2,000 bars, and use that to create projections for the last 1,576 bars of data.  I’ll check this last period to see if the signals that I found in the first half of the data still work.  

Ready, set…go!

------------------------------------------------------------------------------------------------------------

FIRST MODEL

------------------------------------------------------------------------------------------------------------

For the 2000 bars from 6/4/06 at 2100GMT to 9/27/06 at 1400GMT we find this model:

	1st Model

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.06
	0.14
	0.13
	0.11
	0.74

	H*
	0.46
	0.08
	0.11
	0.16
	0.59

	L*
	-0.38
	0.09
	0.10
	0.17
	0.61

	C*
	0.11
	0.10
	0.10
	0.17
	0.51


I use this to create projections for the following 1,577 bars and test the following six possible signals where the subscripts “p” and “a” refer to projected and actual price movements.  
Ha > Hp
La < Lp
Ca > Hp
Cp < Ca <= Hp 

Lp <= Ca < Cp
Ca < Lp
In other words, we want to know what happens when the price breaks up through our projected high or down below our projected low, or when the actual close is above or below our projected close, or even when the close actually breaks above our projected high or below our projected low.  
When one of these signals occurs, we are interested in what happens during the next price bar; specifically we want to know the frequency with which that bar will break above the projected high or below the projected low.  So now we are actually dealing with four bars.  The first two bars create a projection for the third bar.  The third bar then actually occurs and possibly gives us one of the six signals.  But once this third bar is finished, we have a projection for the fourth bar.  We are only looking for two events on this fourth bar; does price break through the projected high or low.  So we are trying to find the effects of the six signals listed above on the frequency of these two subsequent events.  

------------------------------------------------------------------------------------------------------

REVISED SIGNALS

-----------------------------------------------------------------------------------------------------

7/26/07 – 0600GMT

For completeness I’ve set up a mutually exclusive and collectively exhaustive set of outcomes based on the high, low and close of the actual price bar relative to its previously projected high and low.  I want to be careful about getting too far into the area of data segmentation again because that has had pitfalls in the past, but this set has only eight possibilities.

	Rigorous Description
	Text Description
	Code

	Ha > Hp
	La >= Lp
	Ca > Hp
	Closes above projected high
	43

	
	
	Lp <= Ca <= Hp
	Breaks projected high but closes below it
	42

	
	
	Ca < Lp
	Not possible
	 

	
	La < Lp
	Ca > Hp
	Outside bar that closes above projected high
	33

	
	
	Lp <= Ca <= Hp
	Outside bar that closes between projected high & low
	32

	
	
	Ca < Lp
	Outside bar that closes below projected low
	31

	Ha <= Hp
	La >= Lp
	Ca > Hp
	Not possible
	 

	
	
	Lp <= Ca <= Hp
	Inside bar
	22

	
	
	Ca < Lp
	Not possible
	 

	
	La < Lp
	Ca > Hp
	Not possible
	 

	
	
	Lp <= Ca <= Hp
	Breaks projected low but closes above it
	12

	
	
	Ca < Lp
	Closes below projected low
	11


The codes are for my use in Excel to make it easier to identify each situation from the data.  The first digit identifies whether the bar is higher, lower, inside or outside (with respect to the projected high and low) and the second digit represents the location of the close with respect to the projected high and low.  I’ll use these codes in presenting the results as well.  
So given one of these eight outcomes, we want to know the frequency with which the next bar will break its projected high or low.  I could also check the frequency with which the next bar closes above its projected high or low.  
-------------------------------------------------------------------------------------------------------

PROJECT SIMPLIFICATION
-------------------------------------------------------------------------------------------------------

0800GMT
Here are the results from the first half of the data:

	Outcome
	Count
	Next Bar Outcome

	
	
	C > Hp
	H > Hp
	L < Lp
	C < Lp

	43
	166
	10%
	35%
	35%
	11%

	42
	353
	12%
	44%
	44%
	10%

	33
	23
	22%
	35%
	52%
	22%

	32
	124
	14%
	46%
	50%
	10%

	31
	21
	14%
	43%
	33%
	19%

	22
	435
	10%
	41%
	37%
	10%

	12
	322
	13%
	51%
	41%
	7%

	11
	129
	13%
	46%
	27%
	9%


0830GMT

Ha!  This project is about to become vastly simplified.  At first I looked at the low percentages under the “Next Bar Outcome” section and was discouraged.  There’s hardly anything at all that has a more than 50% chance of occurring!  The results show that while it is common for a price bar to break either its projected high or low, it is not very common for it to close outside of those boundaries.  

Hmmm?  Wait a minute.  That means that it must be VERY common for the bar to rebound back to a point inside the projected boundaries once it leaves!  And we don’t even have to look at the body of the table to see that.  All we have to do is look at the “Counts” column which shows how often each outcome occurred.  For example, the outcomes for which the bar breaks above the projected high are 43, 42, 33, 32, and 31.  The sum of all of these was 687 bars.  Out of these 687 bars, how many returned back to close below the projected high?  These outcomes are the subset 42, 32 and 31.  The total of these occurrences was 498 bars.  So 498 bars out of 687 that broke the projected high returned, or a total of about 72%.  
So my first conclusion is that I can tell an awful lot about the price behavior just by looking at the data regarding price movement vs. projected price movement.  I don’t have to go through this extra stuff about using that activity as a signal for how the NEXT bar is going to relate to IT’S projection.  That’s stretching it a bit anyway.  

So all I really need to look at is that first column of results.  From that I can tell the following types of things:

1.  When price breaks above the projected high it closes back below the projected high 72% of the time as we’ve already seen.  But we can only expect to see it fall all the way back to the projected low about 24% of the time.  
2.  When the price breaks below the projected low it closes above that projected low 76% of the time.  But we can only expect to see it rise all the way back to the projected high about 27% of the time.  
3.  When the price breaks both the projected boundaries, we can expect to see it move back between them 74% of the time.  

So here’s a simplified look at the results from the first half of the data:

	Outcome
	Count
	Percentage

	
	
	

	43
	166
	11%

	42
	353
	22%

	33
	23
	1%

	32
	124
	8%

	31
	21
	1%

	22
	435
	28%

	12
	322
	20%

	11
	129
	8%


Now the question is if we’ll see a similar percentage breakdown in the second half.  
Here’s the second model:

	2nd Model

	 
	Intercept
	C1
	H2
	L2
	C2

	N*
	-0.06
	0.30
	0.02
	0.02
	0.79

	H*
	0.54
	0.32
	0.03
	0.04
	0.45

	L*
	-0.41
	0.28
	0.03
	0.03
	0.60

	C*
	0.11
	0.35
	0.03
	0.04
	0.40


The C1 and L2 values differ quite a bit from the first model.  Now we check the price action outcomes in relation to the model projections.  

Here are the results from the second half of the data:

	Outcome
	Count
	Percentage

	
	
	

	43
	164
	10%

	42
	287
	18%

	33
	20
	1%

	32
	77
	5%

	31
	9
	1%

	22
	548
	35%

	12
	328
	21%

	11
	140
	9%


And finally, here are the percentages from both halves, side by side with a chart.

	 
	1st Half
	2nd Half

	
	
	

	43
	11%
	10%

	42
	22%
	18%

	33
	1%
	1%

	32
	8%
	5%

	31
	1%
	1%

	22
	28%
	35%

	12
	20%
	21%

	11
	8%
	9%
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I’m thinking of a word, and that word is…SIMILAR!  

w00t!    

--------------------------------------------------------------------------------------------------

CONCLUSIONS

--------------------------------------------------------------------------------------------------

So the hypothesis that this suggests is that even though the multiple regression analysis model coefficients may change over time, the price movements in relation to the model projections are much more constant.  

On a more practical note, this project has given me insight into why my attempts to scalp the GBP/JPY weren’t so successful.  When I saw the price approaching a projected high or low, I assumed it would tend not to violate that boundary so I would enter my position in the other direction at that point.  Then what would happen of course is that the price would simply either meander around or would shoot through the boundary, stopping me out.  What I should be doing instead is waiting for the price to blast through the projected high or low, wait for a stall, and then enter with the knowledge that the price is most likely to move back inside the boundaries again at some point during the hour.  
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