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Reversal Patterns for Scalping 
-------------------------------------------------------------------------------------------------------

INTRODUCTION

------------------------------------------------------------------------------------------------------

12/08/07 – 1900GMT:

I’m really having an epic struggle trying to nail down a consistently profitable strategy for scalping the EUR/JPY.  I have what looks like a good money management setup and an interesting strategy for managing profitable trades into longer timeframes.  However, getting into a profitable trade in the first place is the problem, so now my concentration is on getting the entries right. 

In several past research projects dealing with short term price movements, I have noticed the consistent tendency for prices to revert to the mean rather than trend in these time frames.  This is where the “noise” of the market is, and even though conventional wisdom says not to search for bottoms and tops, conventional wisdom tends to live above the 1-hour charts.  In this regime, searching for bottoms and tops is exactly what I need to do.  Trying to play momentum in the classic “it’s trending, wait for a pullback and then a breakout of that pullback in the direction of the trend” has been a disaster in (luckily) very small repeated tests.  I have found that trying to enter in the direction of the momentum has constantly had me entering long near short term tops and short near the bottoms.  So once again, research and experience agree; be a contrarian in the short term.  

So the purpose of this project will be to identify bar patterns in the short term which are frequently followed by significant price reversals.  

My approach will be slightly refined from past projects.  The project will have a search phase and a testing phase using out of sample testing data.  My initial patternset will have multiple bits so there will be a large number of potential combinations.  However, I’ll first define the reversal criteria for which I’m searching, and then find the pattern identifying bit strings that correspond to each valid price reversal.  Then by checking the modes of each bit, I hope to isolate the bar pattern criteria that are important to reversal behavior.  
So in summary, I’ll first be looking to see what happens reversals, constructing hypothetical “signal patterns” from those observations, and then testing those patterns in the out-of-sample data.  I’ll do this for both tops and bottoms to correct for directional bias in the data.  

-------------------------------------------------------------------------------------------------------

DATASET

------------------------------------------------------------------------------------------------------
I’ll be using 9280 10-second bars for EUR/JPY from Dukascopy.com.  The time period is from 12/6/07 at 20:13:21 GMT to the close of the New York session on Friday 12/7/07 at 22:00:01/19/07, or a little over 25 hours.  This time period was during a heavy news week when there were multiple interest rate announcements as well as non-farm payroll data from the U.S. on Friday.  

There is an upward bias in the data of 71 pips over the entire period.  The range is from 162.30 to 163.90 or 160 pips.  So the bias is about 44% of the total range.    
I didn’t need to wash the data because there were no weekend zero-volume bars to eliminate.   Here is a chart of the period using 10 minute bars to save memory:
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In order to try to balance the ranges of the search dataset and the testing dataset, I’m going to divide them at the point near the middle where the price moves up past the midpoint of the range.  This will actually make the search set slightly larger than the test set, but there’s nothing wrong with that.  So the dividing point will be on 12/7/07 between the bars at 10:19:51 and 10:20:01 GMT.  This gives us 5100 bars in the search set and 4180 bars in the test set.  
----------------------------------------------------------------------------------------------------------

PATTERNSET

----------------------------------------------------------------------------------------------------------

Because of the approach I’m using, I don’t have to be concerned with the combinatorial explosion caused by adding bits to the patternset definition.  My goal is to isolate the important bits and their values.  So I’ll use an initial patternset definition that includes any information I think may be important. 

First of all, I’ll limit the patterns to 3 bars.  This is based on the idea that a top or bottom bar which is the beginning of a reversal swing will be preceded and followed by bars which are NOT this reversal bar.  

For each of the three bars I’ll include information on the location of the open and close within the bar.  Since this patternset can have a resolution as high as I want, I’ll use a scale of 5 possible values for these bits.  This resolution level will allow us to identify such things as pin bars, dojis, shooting stars, hanging men, spinning tops, etc.  There are 25 possible combinations for each bar so with three bars we already have a possible 15,625 combinations!  

Now I’ll add interrelationships between pairs of bars.  There are three possible pairs; #2 compared to #1, #3 compared to #1 and #3 compared to #2.  For each of these I want to look at both a relative location (higher, lower, inside outside) as well as a relative size component.  The important information here is whether one bar penetrates the high or low of a previous bar and by what extent.   I’ll use 3 possible values for the extent of the penetration, using the range of the prior bar as a measuring stick.  So the current bar could have penetrated the other bar’s high or low by either zero, an amount less than the range of the other bar, or by an amount greater than the range of the other bar.  
I’ll try to arrange these bits in an order that makes it fairly easy to read the “story” of the three bars.  So the first two bits in a pattern string will for the location of the open and close on the first bar.  These can range from 11 for a bar with the open and close in the lower fifth of the bar to 55 for bars where the open and close are both near the high.  

The next four bits will show the configuration of the second bar in the same way along with information on its location with respect to the first bar.  So if this group is 3402, the bar’s open is in the middle and its close is closer to the high, the bar did not penetrate the high of bar #1 but it did penetrate the low of bar #1 by an amount greater than the range of bar #1.  

The third bar will be described by six bits.  The first two will show the bar’s configuration as usual.  The second two will show its location in relation to bar #2.  The last two bits will show its location in relation to bar #1.  

So this patternset will have 12-bit strings.  The formal definitions are on the next page.

P = percentage range of open:  (open – low) / (high – low)

C = percentage range of close:  (close – low) / (high – low)

H=high

L=low

R=range (H-L)
Bit1:
P1 < 20% 

( 1

Bit2:
C1 < 20% 

( 1

20% <= P1 < 40% 
( 2


20% <= C1 < 40% 
( 2

40% <= P1 <= 60% 
( 3


40% <= C1 <= 60% 
( 3

60% < P1 <= 80% 
( 4


60% < C1 <= 80% 
( 4

80% < P1

( 5


80% < C1

( 5

------------------------------------------------------------------------------------------------

Bit3:
P2 < 20% 

( 1

Bit4:
C2 < 20% 

( 1


20% <= P2 < 40% 
( 2


20% <= C2 < 40% 
( 2


40% <= P2 <= 60% 
( 3


40% <= C2 <= 60% 
( 3


60% < P2 <= 80% 
( 4


60% < C2 <= 80% 
( 4


80% < P2

( 5


80% < C2

( 5

Bit5:
H2 > H1+R1

( 2

Bit6:
L2 < L1-R1

( 2

H1+R1 >= H2 > H1
( 1


L1-R1 <= L2 < L1
( 1


H1 >= H2

( 0


L1 <= L2

( 0

------------------------------------------------------------------------------------------------

Bit7:
P3 < 20% 

( 1

Bit8:
C3 < 20% 

( 1


20% <= P3 < 40% 
( 2


20% <= C3 < 40% 
( 2


40% <= P3 <= 60% 
( 3


40% <= C3 <= 60% 
( 3


60% < P3 <= 80% 
( 4


60% < C3 <= 80% 
( 4


80% < P3

( 5


80% < C3

( 5

Bit9:
H3 > H2+R2

( 2

Bit10:
L3 < L2-R2

( 2


H2+R2 >= H3 > H2
( 1


L2-R2 <= L3 < L2
( 1


H2 >= H3

( 0


L2 <= L3

( 0

Bit11:
H3 > H1+R1

( 2

Bit12:
L3 < L1-R1

( 2


H1+R1 >= H3 > H1
( 1


L1-R1 <= L3 < L1
( 1


H1 >= H3

( 0


L1 <= L3

( 0

------------------------------------------------------------------------------------------------

This 12 bit patternset is composed of over 11 million (!!!) mutually exclusive and collectively exhaustive patterns of 3 bars each.  I don’t think I’ll be testing each one.

----------------------------------------------------------------------------------------------------------

REVERSAL DEFINITION

----------------------------------------------------------------------------------------------------------

Now I have to find bottoms and tops in the search dataset, so first I have to define what that means.    I’ll start by arbitrarily choosing a minimum acceptable price movement over some maximum time frame and checking to see how frequent that price behavior is in the data.  Let’s try a 20 pip movement in less than 30 bars (5 minutes).  

For that test I found 17 bars where such a rise took place and 13 bars where the price fell by more than 20 pips in the next 5 minutes.  Of course most of these are clustered together and represent only a single opportunity.  30 opportunity bars out of 5100 bars is not so good.  I tried some other combinations:

	Opportunities
	5-min
	10-min
	20-min

	10 pips
	33%
	59%
	88%

	15 pips
	7%
	21%
	43%

	20 pips
	1%
	5%
	21%


Ok, so now this is where I weigh several factors and come up with a scoring system for what to choose.  If I subtract the two pip spread from the total movement, and then divide that by the time required I get the actual pips/minute potential profit of the move.  Multiplying that by the frequencies in the above table gives me this table:

	Score
	5-min
	10-min
	20-min

	10 pips
	0.53
	0.47
	0.35

	15 pips
	0.18
	0.27
	0.28

	20 pips
	0.04
	0.09
	0.19


So I’ll look for moves of at least 10 pips in a 5 minute period.  Now for the definition of a bottom or top I’m not really concerned with what the price did prior to the bar in question, only what it does next.  So bottoms and tops are not necessarily spikes on the chart.  They could occur at the end of long consolidation ranges as well.
Definitions:    
A bottom is a bar whose low is the lowest over the next 30 bars and is followed by a price rise of at least 10 pips above the close within the next 30 bars.  
A top is a bar whose high is the highest over the next 30 bars and is followed by a price decline of at least 10 pips below the close within the next 30 bars.  

Now I’ll find these bottoms and tops in the data and see if this makes sense when looking at the chart.    

This looks good.  Here’s an example of set of four bottoms.  They are the 5th, 8th, 15th and 25th bars on the chart.  Note that they are “bottom” bars only if we look forward.  They may be higher than previous bars but we’re not concerned with that.
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Here is a pair of top bars.  They are the 4th and 5th in from the left.  Note that the 5th bar isn’t a “top” in the classical sense because it’s not preceded by an uptrend, but we’re not concerned with the past.  
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There were 91 bottoms and 163 tops in our search dataset.  This is how they are distributed:
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Next I’ll find the 12 digit pattern code for each of these bottom and top bars and look at the distribution of values for each of the 12 bits.  
-------------------------------------------------------------------------------------------------------

BOTTOM & TOP CHARACTERISTICS

------------------------------------------------------------------------------------------------------

12/09/07 – 0230GMT:

Here is the raw distribution data.

	Distributions
	Bottoms

	
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12

	0
	 
	 
	 
	 
	63%
	58%
	 
	 
	63%
	23%
	59%
	22%

	1
	20%
	20%
	18%
	19%
	34%
	38%
	16%
	21%
	33%
	67%
	36%
	68%

	2
	15%
	15%
	19%
	9%
	3%
	3%
	4%
	4%
	4%
	10%
	4%
	10%

	3
	14%
	23%
	15%
	29%
	 
	 
	11%
	21%
	 
	 
	 
	 

	4
	25%
	29%
	31%
	35%
	 
	 
	41%
	36%
	 
	 
	 
	 

	5
	25%
	13%
	18%
	9%
	 
	 
	27%
	18%
	 
	 
	 
	 


	Distributions
	Tops

	
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12

	0
	 
	 
	 
	 
	67%
	56%
	 
	 
	58%
	53%
	54%
	53%

	1
	15%
	16%
	15%
	12%
	29%
	38%
	17%
	12%
	38%
	42%
	42%
	42%

	2
	9%
	14%
	9%
	17%
	4%
	6%
	11%
	23%
	4%
	4%
	4%
	6%

	3
	28%
	33%
	28%
	34%
	 
	 
	28%
	34%
	 
	 
	 
	 

	4
	29%
	25%
	27%
	27%
	 
	 
	28%
	26%
	 
	 
	 
	 

	5
	19%
	12%
	20%
	9%
	 
	 
	16%
	6%
	 
	 
	 
	 


I have to compare these to the overall distribution of values for the entire search dataset to see which values are shifted and by how much.   Here are the distributions for all bars:
	Distributions
	All bars

	
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12

	0
	 
	 
	 
	 
	68%
	60%
	 
	 
	68%
	60%
	64%
	58%

	1
	16%
	16%
	16%
	16%
	29%
	35%
	16%
	16%
	29%
	35%
	32%
	36%

	2
	12%
	15%
	12%
	15%
	4%
	5%
	12%
	15%
	4%
	5%
	4%
	7%

	3
	25%
	26%
	25%
	26%
	 
	 
	25%
	26%
	 
	 
	 
	 

	4
	28%
	26%
	28%
	26%
	 
	 
	28%
	26%
	 
	 
	 
	 

	5
	19%
	17%
	19%
	17%
	 
	 
	19%
	17%
	 
	 
	 
	 


Here are the distribution shifts:

	Shifts
	Bottoms

	
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12

	0
	 
	 
	 
	 
	-5%
	-1%
	 
	 
	-5%
	-37%
	-5%
	-36%

	1
	4%
	3%
	2%
	2%
	5%
	4%
	1%
	4%
	4%
	32%
	5%
	32%

	2
	3%
	0%
	7%
	-6%
	0%
	-2%
	-8%
	-11%
	1%
	4%
	0%
	3%

	3
	-11%
	-3%
	-10%
	3%
	 
	 
	-14%
	-5%
	 
	 
	 
	 

	4
	-2%
	3%
	3%
	9%
	 
	 
	13%
	10%
	 
	 
	 
	 

	5
	6%
	-4%
	-2%
	-8%
	 
	 
	8%
	1%
	 
	 
	 
	 


	Shifts
	Tops

	
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12

	0
	 
	 
	 
	 
	-1%
	-3%
	 
	 
	-9%
	-6%
	-10%
	-5%

	1
	-1%
	0%
	-1%
	-4%
	1%
	3%
	1%
	-4%
	9%
	7%
	10%
	6%

	2
	-3%
	-1%
	-3%
	2%
	0%
	0%
	-1%
	8%
	0%
	-1%
	0%
	-1%

	3
	3%
	7%
	3%
	8%
	 
	 
	3%
	8%
	 
	 
	 
	 

	4
	1%
	-1%
	-1%
	1%
	 
	 
	0%
	0%
	 
	 
	 
	 

	5
	0%
	-5%
	1%
	-8%
	 
	 
	-3%
	-11%
	 
	 
	 
	 


Some observations:

1.  The shifts for bottoms are much more pronounced than for tops.  This may be due to the fact that we had less bottoms during this period so the effects are more noticeable.  

2.  Most of the shifts are concentrated on the last six bits of the pattern code.  This section of the code deals with the third bar in the pattern.  

3.  In bottoms the most pronounced shifts are in bit #10 and #12 which deal with the low of the third bar.  The shift is from a value of zero, meaning no penetration of prior lows, to a value of one, meaning a penetration of a prior low.  

4.  Similarly, in tops we see a consistent shift toward third bar highs penetrating previous highs (bits #9 & #11).  

5.  In bottoms we see a shift upward in open and close values on the third bar.  So downward tails are longer on bottom bars.  Similarly in tops we see a shift downward in open and close values for the third bar.  
6.  There is also a downward shift in open and close locations on the second bar in bottoms.  There is a downward shift in close location on the second bar in tops.  

7.  Previous highs are penetrated more often in bottoms.  Lows are penetrated more often in tops.    

Using the shift data and the raw distribution data, I can construct a picture of a typical top and bottom pattern based on the most common value for each bit in the pattern string.  I will create one of each using just shift data and another using just distribution data.  For bottoms, the pattern string would be:  
544400440101  or  

542411441111

For tops we would have:

433300330000  or

333311331111
I created charts of what these would look like.  Here are the bottoms:
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Note the lower low on the last bar and the tendency to have dojis with the open and close nearer to the high.  With the exception of the spinning top in the second chart, all these bars have long lower tails.  Note also the increasing highs in the second chart.  These are wider bars though which aren’t very common.  

Here are the tops:

[image: image7.emf]162.94

162.96

162.98

163.00

163.02

163.04

163.06

163.08

163.10

163.12

10:18:11 10:18:21 10:18:31


[image: image8.emf]162.90

162.95

163.00

163.05

163.10

163.15

10:18:11 10:18:21 10:18:31


This doesn’t show much except for the tendency for more dojis to appear at tops and bottoms.  

Based on the observations so far, I’m going to choose the basic criteria for signal bars:

Top:  Bar must make a higher high and the open and close must be in the lower part of the bar.

Bottom:  Bar must make a lower low and the open and close must be in the upper part of the bar.  

What I’d like to do now is use the search dataset to find a good value for where the open and closes should be.  I’d also like to see how many lower lows or higher highs we commonly see before a bottom or top.  

Here are the mean bar configurations:

	Bottom
	Top

	open
	close
	open
	close

	61%
	56%
	53%
	49%


Here are the distributions:

	%Bar
	Bottom
	Top

	
	open
	close
	open
	close

	80 - 100
	27%
	18%
	16%
	6%

	60 - 80
	41%
	36%
	28%
	26%

	40 - 60
	11%
	21%
	28%
	34%

	20 40
	4%
	4%
	11%
	23%

	0 -20
	16%
	21%
	17%
	12%


I think the difference in behavior between tops and bottoms here is a result of the fact that we have more bottoms in this section of the data than tops.  It’s a bottoming out kind of formation.  My guess is that if the situation were reversed, we would see the opens and closes at the tops in the lower part of the bar just as they are in the upper part of the bar for bottoms.   We’ll find out if that’s the case during the testing phase.  

Actually, if we start counting from the extremes and see how far we have to go to get to at least 50% of the bars we get this:

	%Bar
	Bottom
	Top

	
	open
	close
	open
	close

	80 - 100
	0.27
	0.18
	0.16
	0.06

	60 - 80
	0.41
	0.36
	0.28
	0.26

	40 - 60
	0.11
	0.21
	0.28
	0.34

	20 40
	0.04
	0.04
	0.11
	0.23

	0 -20
	0.16
	0.21
	0.17
	0.12


I’m stretching this a bit now so I think I’ll just try criteria of having the open and close >60% for bottoms and <40% for tops.  Cutting out the middle 20% of the bar seems reasonable enough.  

One thing that seems to be important is that the open and close are close to each other.  Here are the differences between the open and close for all bars, tops, and bottoms.  

	Difference
	All
	Bottom
	Top

	Pips
	1.64
	2.60
	1.82

	%Bar
	32%
	34%
	27%

	Range
	5
	8
	7


Interesting.  I found that the actual difference in pips was higher for tops and bottoms which wasn’t what I expected.  So I checked in terms of the percentage of the bar height, and that showed that the open and close were nearer to each other.  Logically, that meant that the bar ranges must be greater, which it turns out they are.  This looks like a key criterion.  

12/10/07 – 0200GMT:

So far I have been able to isolate the following important variables in finding a bottom or top:

1.  Penetration of previous bar’s high/low (by how much?)

2.  Location of open and close on bar (skewed to one end?)

3.  Distance from open to close (closer than normal?)

4.  Range of bar (larger than normal?)

One last thing I’d like to check before creating a more refined patternset is the “context” in which the bar appears, specifically are there several lower bars that occur before bottoms and how long does such a series of penetrations last before being reversed?  

In order to investigate this, I’m going to first check a conjecture I have on trends in general and see how it plays out in this data.  The conjecture is that uptrends are primarily composed of higher, outside and inside bars, but have very few lower bars.  Similarly, downtrends have a relative scarcity of higher bars.  

First I’ll check the periods between consecutive lower bars and consecutive higher bars.  
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This chart shows a 20 minute period where we can see the relationship between the price and the period between higher or lower bars.  The blue line is the closing price, the purple spikes are points at which a higher bar occurred and the yellow spikes are points at which lower bars occurred.  The height of each spike is the number of bars since the last such bar occurred.  We can see the two long periods of 16 and 15 bars where there were no higher bars and how the appearance of a higher bar after such a long time occurs in conjunction with a low period.  

Next I’ll check the tops and bottoms in our data to see what the distribution is for number of bars since last high and low.  

Here’s the analysis of the time since the last higher or lower bar:

	Mean Time
	Higher Bar
	Lower Bar

	Tops
	3.79
	2.29

	All bars
	3.41
	2.23

	Bottoms
	3.13
	1.34

	
	
	

	
	
	

	Median Time
	Higher Bar
	Lower Bar

	Tops
	2.00
	1.00

	All bars
	2.00
	1.00

	Bottoms
	2.00
	0.00

	
	
	

	
	
	

	Max Time
	Higher Bar
	Lower Bar

	Tops
	17.00
	16.00

	All bars
	26.00
	22.00

	Bottoms
	21.00
	13.00


The medians didn’t really tell us anything but the average and maximums do.  They tell us that this data didn’t really conform to my nice neat theoretical model, which isn’t too unusual I guess.  According to the model, the numbers highlighted in blue should be the highest because there should be a long period between higher bars at tops and a long period between lows at bottoms.  The yellow highlights should be lower according to this model.  

Actually this works out for 3 out of 4 relationships in the maximums, and if that 16 had been an 18 it would have been perfect.  Only half the relationships in the mean table work though.  That huge 3.79 in the top/higher bar cell is what throws it off.  I think again it’s because in this data set we are dealing with a broad bottoming out formation, and the “tops” as I defined them don’t actually occur at tops as we normally think of them as occurring after an uptrend.  

Well anyway, now that I’ve rationalized myself out of that mess I think I have a fifth parameter to add to my list on page 14.  We’ll look at the number of bars since the last higher bar and the last lower bar as well.  

So far I have:

1.  created a patternset with about 11.4 million possible combinations,

2.  looked at what patterns showed up at tops and bottoms,

3.  observed the similarities in those patterns,

4.  decided on 5 parameters that I want to examine more closely, and   

5.  had several damn fine cups of coffee.  

So now it’s time to create a new patternset based on the findings so far.  

-------------------------------------------------------------------------------------------------------

REFINED PATTERNSET

------------------------------------------------------------------------------------------------------

12/10/07 – 0345GMT:

First of all, I’ll drop from three bars to just one since the observations showed us that the last bar is key.  The only significance that the previous bar has is how the signal bar relates to it in terms of relative size, whether it breaks the high or low, etc.   So now I need to take my list of 5 key considerations and parameterize them.  Because we are still referencing a prior bar, I’ll call that bar #1.  The signal bar is bar #2.    

The first is the penetration of the previous bar’s high or low, so I looked at the typical number of pips for this in our data.  I found that the median penetrations were 1 and 2 pips for highs and lows.  The 75th percentile penetrations were 2 and 3 pips.  So:

Bit#1:  
H2 > H1+2 
( 2

Bit #2:  L2 < L1-2
( 2


H2 <= H1+2 
( 1 


 L2 >= L1-2 
( 1
I can’t use zero because when I combine the string into one integer the first bit would be disregarded by Excel if it were a zero.  So far that’s four possible patterns.  Got to avoid the combinatorial explosion now.  

The second and third parameters are related so I can handle them in just two more bits.  I’ll lower the resolution on the bar to three sections using 65% and 35% as cutoffs.  This divides the bar into approximate thirds, with the center section being the smallest which fits what we observed.  Open and close skewing isn’t extreme at tops and bottoms.  So:

Bit#3:
P2 < 35%

( 1

Bit #4:
C2 < 35%

( 1

35% <= P2 <= 65%
( 2


35% <= C2 <= 65%
( 2


65% < P2

( 3


65% < P2

( 3

Now we’re up to 2 x 2 x 3 x 3 = 36 possible combinations.  The next parameter is the size of the signal bar.  I’ll deal with this in absolute terms.  The median range is 5 pips, the 75th percentile range is 7 pips and the maximum is 16 pips.  How about we split the difference and use a cutoff of 6 pips.  

Bit #5:  
Range <= 6 pips
( 1


Range > 6 pips
( 2

We’re up to 72 combinations now with 1 more parameter to go.  I’ll have to make this one binary.  It’s the number of bars since the last higher bar and the last lower bar.  So I’ll need to take a ratio of those two numbers (setting the minimum value to 1 to avoid division by zero).    OK, so which one is supposed to be bullish?  The time since the last higher bar should be more bullish the higher it gets.  So we’ll take the ratio

Time since last HB / Time since last LB.  

Hmmm.  Why be a dumbass?  Why don’t I just subtract instead of dividing so I can deal with integers?  Time for another damn fine cup of coffee..
Ok so I’m calling this parameter deltaT:  Time since last HB – Time since last LB.  Here’s the distribution on that:

	Max
	26

	75th
	3

	Median
	1

	25th
	-2

	Min
	-21


This parameter seems to do very well at tops and bottoms:
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The mean absolute value of the deltaT is 3.6 and the 75th percentile of absolute value is 5.  I think here I’d like to look at the extremes beyond +/- 5, so that means a 3-value bit.  At a number of possible patterns now equal to 2 x 2 x 3 x 3 x 2 x 3 = 216, I’m declaring an official combinatorial explosion here.  Time for some tweaking.  
The real killer is the locations of the open and close on the bar which takes up 9 possible combinations.  On page 13 I found that the presence of a doji wasn’t as important as I thought it would be.  It turned out that the fact that the bar is larger is what’s important.  So with that in mind, I can eliminate the requirement to identify whether or not a bar is a doji or not.  What I really want to know is if there is a long tail up or down.  
This is actually just a function of the midpoint of the body.  As the midpoint of the body gets closer to the high or low, the body has to compress, making a tail.  For example if the midpoint of the body was at 85%, the largest possible body would range from 100% down to 70% leaving the lower 70% of the bar as a tail.  Checking the distribution of the body midpoint in our data I have:

	Max
	100%

	75th
	67%

	Median
	50%

	25th
	40%

	Min
	0%


These are really clustered toward the center of the bars.  Further checking reveals that about 20% of the midpoints are above 70% and 10% are below 30%.  Again, this reflects the bias in this data, but we can expect 30% of the midpoints to be outside the 30-70% range of the bar.  I’ll use those cutoffs for this parameter and call it “B” for body.    

12/10/07 – 1545GMT:

The updated patternset looks like this:

Bit#1:  
H2 > H1+2 
( 2

Bit #2:  L2 < L1-2
( 2



H2 <= H1+2 
( 1 


 L2 >= L1-2 
( 1

Bit#3:
B2 > 70%

( 3

Bit #4:  Range <= 6 pips
( 1


70% >= B2 >= 30%
( 2


Range > 6 pips
( 2

30% > B2

( 1

Bit#5:
deltaT > 5

( 3


5 >= deltaT >= -5
( 2


-5 > deltaT

( 1

The size is 2 x 2 x 3 x 2 x 3 = 72 possible patterns.  I can live with that.  Now I’ll test them all with the search data to see the probabilities for each of hitting a top or bottom.  I may also have a way to check the number of bars until the next top or bottom, so I’ll try that too.  

12/10/07 – 1815GMT:

I started testing and found that there are very few bars that penetrate the previous high or low by >2 pips.  I changed that criterion to >1 pip penetration and it works now.   
I created a table of results and extracted the portion with the highest probability scores and scores for the distance to the next top or bottom.  The second score is calculated as

(NextT – NextB) / (NextT + NextB) so that the values range between -100% and 

+100%.  Positive scores occur when the bar is a lot closer to the next bottom than the next top.  

	Code
	Pbottom
	Ptop
	Score1
	NextB
	NextT
	Score2
	Frequency

	22323
	0%
	0%
	0%
	255
	15
	-89%
	0.1%

	22223
	13%
	0%
	13%
	105
	19
	-69%
	0.2%

	22221
	10%
	0%
	10%
	58
	43
	-14%
	0.2%

	22123
	0%
	100%
	-100%
	54
	0
	-100%
	0.0%

	21322
	0%
	3%
	-3%
	58
	54
	-4%
	0.6%

	21222
	2%
	8%
	-5%
	72
	37
	-32%
	3.6%

	21221
	0%
	13%
	-13%
	104
	11
	-82%
	0.5%

	21212
	0%
	3%
	-3%
	95
	54
	-28%
	2.9%

	21211
	0%
	3%
	-3%
	113
	45
	-43%
	0.6%

	21123
	0%
	0%
	0%
	355
	2
	-99%
	0.0%

	21122
	8%
	0%
	8%
	152
	67
	-39%
	0.5%

	21121
	0%
	0%
	0%
	2
	105
	96%
	0.0%

	21112
	0%
	7%
	-7%
	120
	43
	-48%
	0.9%

	12323
	7%
	4%
	4%
	83
	35
	-41%
	1.6%

	12322
	7%
	3%
	4%
	69
	39
	-28%
	5.8%

	12312
	2%
	0%
	2%
	110
	63
	-27%
	0.8%

	12223
	2%
	10%
	-8%
	85
	34
	-43%
	2.6%

	12222
	4%
	3%
	1%
	69
	43
	-23%
	9.2%

	12221
	0%
	9%
	-9%
	76
	22
	-55%
	0.2%

	12213
	5%
	0%
	5%
	131
	28
	-65%
	0.8%

	12212
	1%
	4%
	-3%
	109
	57
	-31%
	2.1%

	12123
	0%
	11%
	-11%
	96
	38
	-43%
	0.2%

	12122
	3%
	16%
	-13%
	103
	43
	-41%
	0.6%

	11322
	1%
	2%
	-1%
	96
	36
	-45%
	3.1%

	11313
	0%
	3%
	-3%
	99
	29
	-55%
	0.7%

	11312
	0%
	2%
	-2%
	86
	67
	-12%
	4.6%

	11223
	0%
	6%
	-6%
	86
	45
	-31%
	1.7%

	11222
	3%
	4%
	-1%
	63
	37
	-27%
	10.9%

	11221
	2%
	9%
	-7%
	68
	27
	-44%
	0.9%

	11213
	0%
	3%
	-3%
	106
	30
	-56%
	4.5%

	11212
	0%
	2%
	-2%
	89
	44
	-34%
	26.3%

	11211
	0%
	3%
	-3%
	124
	51
	-42%
	1.8%

	11123
	0%
	0%
	0%
	9
	125
	87%
	0.1%

	11122
	2%
	5%
	-2%
	68
	39
	-27%
	0.8%

	11121
	0%
	0%
	0%
	206
	15
	-86%
	0.0%

	11112
	0%
	1%
	-1%
	86
	43
	-34%
	5.5%

	11111
	0%
	4%
	-4%
	131
	55
	-41%
	0.6%


I grouped the ten patterns that had high scores together in a “bottom” group and put the 27 patterns with high scores into a “top” group.  Here are the group characteristics:

	Group Characteristics
	Top
	Bottom

	High penetrated
	33%
	40%

	Low penetrated
	26%
	70%

	Body near high
	19%
	30%

	Body near middle
	48%
	40%

	Body near low
	33%
	30%

	Large bar
	59%
	80%

	Recent downtrend (deltaT > 5)
	30%
	40%

	Recent uptrend (deltaT < -5)
	26%
	20%


Once again, I think what we see in the larger bottom group is going to be more accurate.  If we had more tops in the data I think we would see them acting in the opposite manner from bottoms.  At any rate it looks like we can make these generalizations:

1.  Bottoms penetrate prior lows and tops penetrate prior highs

2.  The location of the body doesn’t matter much.

3.  Larger bars occur at both bottoms and tops

4.  Bottoms occur after downtrends (gee really?) and tops after uptrends.  

-------------------------------------------------------------------------------------------------------

PROPOSED SIGNAL

------------------------------------------------------------------------------------------------------

12/11/07 – 0345GMT:

Now that I’ve gone through all this I’ll create a proposed signal for testing in the testing dataset that we haven’t touched yet.  
First of all, I just looked at a chart to see if the idea of “deltaT” was easily translated to actual trading and it’s really no problem.  The basic procedure is to count back from any higher bar to see if there’s a lower bar within the previous five bars.  If not, then our deltaT is below -5 and we’re set up for a top.  Do the reverse for lower bars when looking for a bottom.  
Possible top signal:  
deltaT < -5  (no LB within 5 bars of the last HB)




Previous bar’s high penetrated by 2 or more pips




Current bar’s range is 7 pips or more

Possible bottom signal:  
deltaT > 5  (no HB within 5 bars of the last LB)





Previous bar’s low penetrated by 2 or more pips





Current bar’s range is 7 pips or more
-------------------------------------------------------------------------------------------------------

SIGNAL TESTING

------------------------------------------------------------------------------------------------------

Now I’ll test the signals against the fresh test dataset.  

First I’ll test each signal for its probability of hitting a top or a bottom exactly (keeping my definitions of top and bottom the same).  I’ll compare this to the overall probability that any bar is a bottom or top and see if the signal has a higher probability.
Secondly I’ll test to see how close each signal bar is to the next bottom or top.  I’ll compare that to the median distance of any bar from a bottom or top.  

Here’s the first test:

	Test #1
	Tops
	Bottoms

	Actual
	122
	91

	Total %
	2.9%
	2.2%

	Signals
	32
	185

	Correct
	2
	15

	Correct %
	6.3%
	8.1%


Here’s the distance test.  I took both medians and means.

	Median distance to next: 

	

	Test #2
	Tops
	Bottoms

	All bars
	44
	55

	Signals
	24
	40

	Mean distance to next

	

	Test #3
	Tops
	Bottoms

	All bars
	70
	77

	Signals
	37
	60


-------------------------------------------------------------------------------------------------------

CONCLUSION

------------------------------------------------------------------------------------------------------

The tests indicate that our signals increase the probability that we are at a top or a bottom by a factor of about 3.  They decrease the distance to the next actual top or bottom by about a factor of 2.    More importantly, we have found three general characteristics to search for in trying to identify very short term reversal points; a clear previous trend, penetration in the previous trend direction, and a bar that is larger than usual.  
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